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H eartbleed won’t be the last 
bug found, and as such, our 

learning from it must include what 
it took to repair in terms of elapsed 
time, the long tail of what attack-
ers using it gained for their future 
use, what real level of oversight 
would have been required to pre-
vent it from appearing in the first 
place, and whether such levels of 
prevention and cure are achievable 
at scale.

OpenSSL is the most widely 
used cryptographic library. Because 
it’s free and open source software 
(FOSS), in theory there should be 
no lack of eyes to spot a mistake 
like the Heartbleed bug long before 
wide deployment—but they didn’t. 
Similarly, a buffer overflow in the 
Kerberos administration daemon 
existed for several years—the Ker-
beros source code was FOSS from 
the beginning and there was pre-
cious little else for experts to look at 
besides Kerberos, but again the eyes 
didn’t find it.

Starting with just these two exam-
ples, we have to ask ourselves about 
the eyes—were there not enough of 
them? Were they the wrong kind of 
eyes? Were the eyes closed, glazed 
over, or looking elsewhere?

Eyes Wide Shut
The OpenSSL Heartbleed bug, the 
Kerberos bug, and for that matter, 
Apple’s GOTO FAIL bug are victo-
ries in the sense that we can point 
to the very line that was a problem: 
“There it is, see it? Can you see why 
it’s wrong? Can you also see why it’s 
hard to catch?” Anyone nagged by 
doubt that these bugs were deliber-
ate penetrations of important code 
bases, superbly executed to make 
them look like careless mistakes, 
will remain unhappy, but even if 
those bugs were deliberate, it only 
underlines our eye troubles rather 
than excuses our failure.

At this point, we should ask our-
selves a core question: Does looking 
at code actually work as a quality 
assurance mechanism?

DES got more study than any 
other crypto algorithm ever will 
and serves as an existence proof that 
eyeballs can work. Evidently the 
eyes on it were pretty good, better 
than the open literature knew at the 
time. But the DES algorithm, even 
in optimized implementations, sel-
dom runs longer than 2,000 lines of 
source code, whereas OpenSSL is 
more than 2,000 files with north of 
600,000 lines of content. Does that 

mean OpenSSL needs 300 times as 
many eyeball-years to get it as good 
as DES? Perhaps the count of avail-
able eyes should serve as a limit on 
the size of a code base.

Bruce Schneier has asked 
whether security bugs are rare or 
plentiful (www.theatlantic.com/
technology/archive/2014/05/
should-hackers-fix-cybersecurity 
-holes-or-exploit-them/371197). 
We don’t know. Theo de Raadt’s 
contention that all bugs are security 
bugs seems a bit too strong but bet-
ter that than too weak. Either way, 
will a determined effort to find bugs 
yield security value? Yes, if bugs 
are rare enough that by removing 
what we find, we materially lower 
the count of bugs still in operation. 
If, by contrast, bugs are so plenti-
ful that we can’t make a dent in the 
overall supply, then finding more is 
a waste of time as the ensuing work 
factor doesn’t change the equation 
one iota.

Given that it’s harder to find 
bugs in complex operating environ-
ments than in simple ones, is there 
something about how we do things 
today that has caused us to pass a 
threshold of complexity, a thresh-
old beyond which quality assur-
ance, no matter how we attempt 
it, will be infeasible at the level of 
effort we can or will put to the prob-
lem? Again, is the eyeball supply in 
a continuing shortage such that we 
should manage it? Have we reached 
“peak eyeballs” the way some say 
that we’ve reached “peak oil?”

Consider how standards come 
to be. Standards work is labori-
ous, slow, and (most of the time) 
relies on consensus. Consensus 
approval, whether in standards 
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committees or in FOSS developer 
communities, tends to produce 
software that has a level of com-
plexity that defeats proof. Why is 
that? Call it “mission creep” and 
compare it to failures in political 
systems if you like. Writing on one 
of the main cryptography mailing 
lists, Jerry Leichter said the follow-
ing (www.metzdowd.com/piper 
mail/cryptography/2014-April/ 
021149.html):

There are a number of things that 
lead to these kinds of designs 
(which are often, but not always, 
standards). It’s not “design by 
committee” as such. There are 
committees that produce excel-
lent designs; there are individu-
als who produce horrible ones. 
It’s a question of who’s involved 
and what their motivations are. 
Among the things that produce 
bad results:

1. The designers are big names 
who no longer actually imple-
ment anything, but feel the need 
to justify theories about design 
that have worked for them in 
the past. (Often, the theories are 
post hoc explanations for past 
successes and have little causal 
connection to those successes.)

2. The designers fairly recently 
implemented something very 
much like what is being designed, 
know all the problems they ran 
into, and want to get it *right* 
this time. They fall for a variant of 
Second System Syndrome.

3. There are multiple people who 
can say “yes,” but no one who 
has the authority to say “no.” 
This leads to compromises of the 
form “I’ll OK your proposal if 
you OK mine.”

4. There are multiple designers 
in each subdivision of the spec, 
they have different ideas about 

the best approach (counted 
length vs. terminating sequence, 
for example). Since each is “as 
right” as the others, and each 
is “as easy to implement” as the 
others, they all make it in as 
alternatives.

5. If you’re talking standards 
committees, politics (the same 
people tend to be involved with 
each other for multiple stan-
dards) and money (companies 
have their own technologies 
and want them included in the 
standard so they don’t lose their 
investment) come in as well.

6. Once a certain threshold 
of complexity is reached, it 
becomes extremely difficult to 
argue against one more “small” 
addition. If the spec is two pages, 
everyone can see that a new 
alternative that takes a paragraph 
to describe is a big deal. If a spec 
is 200 pages, it starts to become 
difficult. By 1,000 pages—hey, 
why not add it.

Put differently, there are good 
paths and there are easy paths, but 
there are no good, easy paths. One 
is reminded, yet again, of Antoine 
de Saint-Exupéry’s wisdom that 
“Perfection is finally attained not 
when there is no longer anything 
to add, but when there is no lon-
ger anything to take away.” Name 
one software product that has got-
ten smaller and tighter with each 
revision—maybe the software that 
goes into an interplanetary probe 
but only because there isn’t much 
repairing you can do 500 million 
miles away.

A River in Egypt
Feature richness, operational com-
plexity, performance tricks, and so 
forth aren’t trivial matters, and it 
isn’t a sign of bravery to say, “Damn 
the torpedoes, full steam ahead”—
it’s a sign of denial. Cryptographic 

software is especially hard, and 
some ciphers should be avoided 
not because their math is weak but 
because it’s so very easy to make a 
mistake while implementing them. 
We have dozens upon dozens of 
examples. Adi Shamir, in his Turing 
Award lecture,1 was alluding to this 
precise point when he gave his three 
laws:

 ■ Absolutely secure systems do not 
exist.

 ■ To halve your vulnerability, you 
have to double your expenditure.

 ■ Cryptography is typically by-
passed, not penetrated.

Shamir blamed these on mis-
conceptions of what cryptographic 
software can do in the real world, 
especially regarding whether strong 
protections can be easily deliv-
ered to nonspecialists. If needing 
examples, take the real use of PKI 
(public- key infrastructure) on the 
Web. Take the market penetration 
of good email crypto.2 Look at the 
number of options in, say, GPG 
(Gnu Privacy Guard). Everywhere 
you look, the software is complex. 
In other words, if even in crypto-
graphic software there is no natu-
rally occurring blockade against 
complexity, then we conclude that 
such blockades will have to be 
unnaturally created, which we’ll 
come to presently.

We’re in no way arguing for 
zero defects or for zero tolerance of 
defects. If you have a system more 
complex than you can understand, 
then the main opportunities you’ll 
have to learn will be from failure. 
Failures are useful if, and only if, 
you can learn from them, in which 
case failing quickly and often is to be 
mightily preferred to failing rarely 
but catastrophically.

We’re often asked whether to 
prefer closed source or open source. 
If you believe that failure is inevita-
ble, then to quickly learn from fail-
ure favors open source. It might be 
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that the necessity of learning from 
failure gives a structural advan-
tage to open source as open source 
regimes minimize the time between 
recognition of a problem and the 
availability of a repair—not neces-
sarily the latency of repair deploy-
ment by all users, but narrowly to 
the existence of a workable repair. 
There’s much for us all to mine from 
Nassim Taleb’s recent work on “anti-
fragile” systems in this regard.3

Turning the Tide?
Sandy Clark and her colleagues 
argue that if you roll your code base 
often enough, there’s a 
measure of protection 
irrespective of whether 
with each turn of the crank 
you introduce new bugs 
(#MS-CIS-14-05, http:// 
repository.upenn.edu/
cis_reports). They say 
that at today’s level of 
complexity, it might no longer be 
possible to provide security assur-
ances, that the shallowness of bugs 
might not matter when a code base 
is big enough. In that case, if you 
roll your code often, a bit of secu-
rity through obscurity can be gained 
against those who hurt you by way 
of being expert reverse engineers. In 
other words, you change their target 
faster than they can do their reverse 
engineering (though that is still an 
arms race).

Security administrators have 
embraced autoupdate as one of the 
few ways to narrow the window 
of exploitability. Yet even under a 
regime of autoupdate, the resulting 
hardening (to attack) that it provides 
might be closer to embrittlement 
than it is to toughening. Denmark 
implemented a government- issued 
cryptographic identification sys-
tem called “NemID,” which is the 
citizen’s only access to digital ser-
vices from tax forms to over-the-net 
banking to enrolling kids in daycare. 
The mandatory client-side applica-
tion is written in Java and several 

auto updates have taken NemID out 
for hours or days.

But while speaking of software, 
the real game, like it or not, is in ever 
smaller devices—variously called 
the Internet of Things, embedded 
systems, and so on. The nature and 
scale of their manufacture and dis-
tribution mean either they fail as 
commercial products (and are thus 
irrelevant) or they create monocul-
tures. Monoculture is a necessary 
but insufficient precondition for 
common mode failure. Our friends 
in public health know this kind of 
problem only too well, but in their 

world, new diseases don’t appear 
with every baby’s birth, whereas in 
our world, one is almost tempted 
to say that, as a rule of thumb, every 
new feature begets one new bug. We 
need another Fred Brooks.4

All the while, the software sup-
ply side is making profit-driven, 
end-of-life decisions, and just 
because it’s refusing to fix the flaws 
that it has created doesn’t mean 
that the flaws magically disappear 
when the vendor walks away. In no 
other part of our lives can impor-
tant things be abandoned with, 
well, abandon. We have established 
regimes for reallocating abandoned 
cars, bank accounts, property, and 
children, but not software. What 
we have in software is the digi-
tal equivalent of space junk and 
Superfund sites. On digital public 
health grounds alone, we should 
formulate a plan much like “Cash 
for Clunkers” or weapons buy-
backs; if a vendor wants you to quit 
using the product you bought from 
him for money, then he has to buy 
it back from you for money. We do 

cradle-to-grave for motor oil and 
lead-acid batteries; should we not 
do that for software?

Buyer Beware
How has society generally handled 
other disruptive mass-market tech-
nologies? First, there’s a period 
of almost rabid adoption, which 
causes limitless extrapolation by 
pundits (flying cars, anyone?), but 
at some point, the carnage crosses 
a pain threshold and regulation 
sets in: high-rise buildings got fire 
escapes, domestic electricity got 
insulated wires, trains got dead-

man switches, cars got 
seatbelts, medicine got 
clinical testing, and Freon 
got banned. Not that the 
present authors are happy 
to say so, but we see it as a 
foregone conclusion that 
sooner or later society 
will regulate the software 

industry. It’s only a matter of when 
software carnage causes society 
enough heartbleed.

Until about a decade ago, about 
the worst a computer could do to you 
was mail you a letter threatening that 
a man would come around and shut 
off your electricity. With “intelligent 
meters,” the computer cuts out the 
middleman; the human sanity check 
is gone. Computers will soon drive 
our cars, wash our elderly and infirm, 
patrol our nuclear power plants with 
armed weapons, and more. If failure 
is inevitable, so is carnage. There 
will be more Marvin Schurs (www.
nbcnews.com/id/28858971/ns/
us_news-life/t/man-freezes-death 
-after-city-limits-electricity), and 
that is when the political class will 
act—it isn’t only Rahm Emanuel 
who says to “Never let a good crisis 
go to waste.”

Companies that do static analy-
sis of code now get 2-Gbyte Web 
applications with over 16,000 
variables. Those applications are 
machine written, and if there are 
vulnerabilities in them, those are 

The only two products not covered by 

product liability today are religion and 

software, and we don’t think software is 

going to or should escape for much longer.
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machine written, too. No human 
can understand 2 Gbytes of code, 
so is it time to turn over our pro-
tection to machines that can learn? 
This question raises two small 
problems. Not only do we not have 
such machines, we don’t even know 
how to make them. It might not 
even be possible in the first place, 
given that you can’t prove whether 
a program will ever stop and virtu-
ally all Web applications are writ-
ten in Turing-complete languages. 
In the second place, what exactly 
would these machines protect us 
from? Connoisseurs of classical 
science fiction will immediately 
raise Asimov’s Laws of Robotics 
here, but laws that lack the crucial 
“or else ...” are just wishful thinking.

A New Code
So what does this mean over the 
long haul? Maybe it just means 
what Nat Howard said to a col-
league of ours: “Security will always 
be exactly as bad as it can possibly 
be while allowing everything to still 
function,” but with each passing 
day, that “and still function” clause 
requires a higher standard. As Ken 
Thompson told us in his Turing 
Award lecture, there’s no techni-
cal escape5; in strict mathematical 
terms, you don’t trust a program or 
a house unless you created it 100 
percent yourself, but in reality, most 
of us will trust a house built by a 
suitably skilled professional, prob-
ably more than one we had built 
ourselves, even if we’ve never met 
the builder or he’s long since dead.

The reason for this trust is that 
shoddy building work has had that 
crucial “or else ...” clause for more 
than 3,700 years:

If a builder builds a house for 
someone, and does not con-
struct it properly, and the house 
which he built falls in and kills its 
owner, then the builder shall be 
put to death.  —Code of Ham-
murabi, approx. 1750 BCE

Today, the relevant legal concept 
is “product liability,” and the fun-
damental formula is, “If you make 
money selling something, then you 
better do it well, or you will be held 
responsible for the trouble it causes.” 
For better or poorer, the only two 
products not covered by product 
liability today are religion and soft-
ware, and we don’t think software is 
going to or should escape for much 
longer. Here’s a strawman proposal 
for how software liability regulation 
could be structured.

0. Consult criminal code to see if 
damage caused was due to intent 
or willfulness.

We’re only trying to assign liabil-
ity for unintentionally caused dam-
age, whether that’s sloppy coding, 
insufficient testing, cost cutting, 
incomplete documentation, or just 
plain incompetence. Clause zero 
moves any kind of intentionally 
inflicted damage out of scope. That’s 
for your criminal code to deal with, 
and most already do.

1. If you deliver your software 
with complete and buildable 
source code and a license that 
allows disabling any functionality 
or code the licensee decides, your 
liability is limited to a refund.

That includes a bill of materials 
(“Library ABC comes from XYZ”) 
so that trust has some basis, paral-
leling why there are ingredient lists 
on processed foods. Clause one is 
how to avoid liability: make it pos-
sible for your users to inspect and 
chop out any and all bits of your 
software they don’t trust or want to 
run. The word “disabling” was cho-
sen very carefully: you don’t need to 
give permission to change or mod-
ify how the program works, only 
to disable the parts of it that the 
licensee doesn’t want or trust. Lia-
bility is limited even if the licensee 
never actually looks at the source 

code; as long as he has received it, 
you (as maker) are off the hook. All 
your other copyrights are still yours 
to control, and your license can 
contain any language and restric-
tion you care for, leaving the situ-
ation unchanged with respect to 
hardware-locking, confidentiality, 
secrets, software piracy, magic num-
bers, and so on.

FOSS is obviously covered by 
this clause, which leaves its situa-
tion unchanged.

2. In any other case, you’re 
liable for whatever damage your 
software causes when it’s used 
normally.

If you don’t want to accept the 
information sharing in clause one, 
you fall under clause two, and must 
live with normal product liabil-
ity, just like manufacturers of cars, 
blenders, chainsaws, and hot coffee.

How dire consequences, and 
what constitutes “used normally” 
is for your legislature and courts to 
decide, but let’s put up a strawman 
example: a salesperson from one of 
your long-time vendors visits and  
delivers new product documenta-
tion on a USB key; you plug the 
USB key into your computer and 
copy the files onto the computer.

This is “used normally” and 
should never cause your computer 
to become part of a botnet, trans-
mit your credit card number to 
Elbonia, or copy all your design 
documents to the vendor. If it does, 
your computer’s operating system 
is defective.

The majority of today’s commer-
cial software would be under clause 
two, and software houses need a 
reasonable chance to clean up their 
act or to move under clause one, so 
a sunrise period is required. But no 
longer than five years—we’re trying 
to solve a dire computer security 
problem here.

And that’s it, really: either soft-
ware houses deliver quality and 
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back it up with product liability, or 
they’ll have to let their users protect 
themselves. The current situation— 
users can’t see whether they need 
to protect themselves and have no 
recourse to being unprotected— 
can’t go on. We prefer self- 
protection (and fast recovery), but 
others’ mileage may vary.

W ould it work? In the long 
run, absolutely yes. In the 

short run, it’s pretty certain that 
there will be some nasty surprises as 
badly constructed source code gets 
a wider airing. The FOSS commu-
nity will, in parallel, have to be clear 
about the level of care it’s taken, 
and build environments as well as 
source code will have to be kept 
available indefinitely.

The software houses will yell 

bloody murder the minute legisla-
tion like this is introduced, and any 
pundit and lobbyist they can afford 
will spew their dire predictions that 
“This law will mean the end of com-
puting as we all know it!”

To which our considered answer 
will be, ”Yes, please! That was 
exactly the idea.” 
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Have any comments on anything 
you’ve read in this issue?

Email your letter to Kathy Clark-
Fisher at kclark-fisher@computer.
org. Letters will be edited for 
clarity and brevity.
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